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Chapter 1

Introduction

Frankenstein resulted from a “waking dream”, while the inspiration for the discovery of the
helical structure of DNA came from a dream of a pair of spiral staircases. Even the structure
of benzine was apparently inspired by Kekulé’s day-dream of a snake consuming its own
tail. These myths conflate dreams and day-dreams, but their value is not in their truth,
but in their cultural reflection of the inspirational role of dreams in creative endeavour —
arts and sciences alike. In the context of this research, dream cognition is significant for
its apparent freely generative and unintentional nature. The central purpose of this art-
as-research is the construction of a site-specific computational artwork, titled “Dreaming
Machine #3” (DM3), whose image-generating processes are inspired by cognitive theories
of dreaming and mental imagery. Dreams unfold organically and effortlessly in our minds,
without apparent evaluation or criticism. They are often bizarre, and yet simultaneously
constrained in the kinds of objects and events experienced.

Computational methods are used to engage in a creative process where the artist aims to
distance the output of the system from his or her intention [8]. The aim is to create a
system whose output is a surprise to the artist. This desire is common in electronic media
art1 and described by artists such as Norman White and David Rokeby. It is shared with
the discipline of computational creativity — where the aim is to build machines that exhibit
creative behaviour. The artwork produced during this research continues a series of “Context
Machines” [9] — generative site-specific artworks that collect images of their environment
for the purpose of constructing visual representations.

Chapter 2 begins with the relation of this research to previous work and the theoretical
and artistic motivations of the project, including the art-as-research methodology. A de-
tailed technical description of the proposed system’s modules and architecture is included
in Chapter 4. A time-line describing current progress to date and future milestones, with
deadlines from this point, is included in Chapter 5. Milestones include production, possible
exhibition and conference opportunities, the writing of the dissertation and graduation.

1The artistic practise on which this research is based is contextualized within the field of electronic media art.
For more information see [8, Section 2.3].
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Chapter 2

Background, Motivation and
Methodology

This work follows from previous research that resulted in the construction of an artwork
meant to be “creative”: “Memory Association Machine” (MAM) [8] is an artwork that ar-
ranges — according to histogram similarity — images captured of its environment using
a “Self-Organizing Map” [40], and sequences those images using a free-associative mecha-
nism inspired by Gabora’s theory of creative thought [21]. A close inspection of creativity
indicates that creative processes involve much more than the generation of the novel. Boden
defines creativity as an artifact or idea that is “new, surprising and valuable” [6]. All three
of these notions require an evaluation of the artifact produced by the system. To accomplish
this, the designer must encode criteria that allows the machine to determine whether its
constructions qualify as creative. Another approach, as is proposed for this project, is that
implicit evaluation emerges from constraints within the system, and in this case are learned
from the visual environment. As one of the foundational artistic motivations behind this
work is intentional distance, it is counter-intuitive to provide increasingly precise criteria to
determine creativity. The lack of interest in explicit evaluation leads the research to theories
of dreams because while we experience dreams, except perhaps in the case of lucid dream-
ing, we are not considering their novelty, surprise or value. We are often not even aware
that dreams are not reality. This lack of explicit evaluation could indicate that dreams are
not “creative” in Boden’s sense, but still could be originative and generative.1

Following MAM, a Canada Council for the Arts production grant enabled the first “Dreaming
Machines” (DMs). DM1 and DM2 are refinements of MAM where the associative sequences
produced by the system are framed as machine dreams. No explicit effort was made to
consider the design of the system in relation to theories of dreaming, which was deferred
for forthcoming doctoral research.2 DM3 follows from DM2 while making explicit use of
theories of dreaming and mental imagery.

1Of course if one was to remember a dream, and then evaluate it after the fact, it could certainly be considered
creative, even according to Boden’s strict criteria.

2Despite this tacit approach to the design, the mechanisms that enable the dreams of these early systems is quite
similar to Hobson’s conception of dreaming, which is discussed in Chapter 3.
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In addition to the production of the artwork, the artistic enquiry includes an integrative in-
terpretation of theories of dreams, mental imagery, and perception. The interest in dreams
is an escape from explicit evaluation in creativity, but what is the value of perception and
mental imagery in the context of this research? Perception is a fundamental aspect of how
agents are embedded (embodied) in the world and is not a simple causal relation between
the world and mental representation. The term “agent” refers to the self of an autonmous
self-constructing biochemical lifeform, and excludes artificial “agents” constructed from soft-
ware or hardware. Perception is highly constructive, and our own conceptions of the world
influence our perceptions. Merleau-Ponty’s [56] phenomenology provides a general theo-
retical background on embodiment that informs the interpretation of cognitive theories and
the development of the artwork at the core of this research.

2.1 How Does the World Become Meaningful?

This section is not an attempt expand the research into the complex field of Semantics, but
deals more pointedly with how an agent impacts, and is impacted by, the world. The aim
is not to contribute to the field of Philosophy,3 but to explicate the context of thought that
inspires this work and situates the interpretation of cognitive theories. The central — and
unanswerable — question is whether an agent can causally impact the world in such a way
that is not reducible to how it is impacted by the world, and yet also not totally independent
of it (random). Is an agent a complex reactionary system that requires an initial cause from
the world to initiate its machinations, or does an agent have power to cause an impact on
the world that is not a reaction to the world? From a causal determinist4 and materialist5

perspective, an agent has no such power. All actions are reducible to previous interactions
with the world — all of our choices were already determined at the moment of the big
bang, and we are nothing but biochemical machines. An alternative philosophical position
is Solipsism, where rather than reducing the agent to the world, the world is reduced to the
agent. The only reality is the agent’s interpretation and there is no external objective world
“out there”.

Both of these positions are in sharp contrast with our phenomenological experience. We
are conscious of weighing options and making choices, and it does not appear that those
choices are reducible to material. We communicate, empathize, socialize and depend on
other agents, and therefore there does appear to be some world “out there”. The aim of this
research is not to make a contribution to the philosophy of free will, or the nature of reality,
yet the contrast between these two extreme positions is a central motivating factor. Is there
a space between the world determining the agent’s will and the agent’s will determining the
world? One may argue that the world does not totally determine the agent’s will because of
non-deterministic variation (randomness), but what is the source of this non-determinism if
not the agent or the world? The following paragraphs describe two conceptual frameworks
through which to consider a bridge between these two sides.

3For a consideration of artistic practise in relation to philosophy see [28].
4Causal Determinism: any causes the agent impacts upon the world are the result of previous impacts of the

world on the agent.
5Materialism: the behaviour of an agent is reducible to physical interactions of its constituent material — matter

and engergy.
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The first framework is the phenomenology of Merleau-Ponty [56], where the world and the
agent are “intertwined”: the world impacts the agent as the agent impacts the world — cre-
ating a loop of influence. Under this conception, the world and the agent are mutual and one
does not supersede the other. By “supersede” it is meant that the agent cannot be reduced
to the world (materialism) nor can the world be reduced to the agent (Solipsism). Agent
and world cannot be separated — they mutually construct one and other. For example, our
perceptions result both from the impact of the world on our minds and simultaneously from
our expectations and emotional states. This constructive notion of self/agent and world
leads naturally to the second framework: constructivist developmental psychology. Accord-
ing to this stance [64, 63], it is assumed that infants are born with few innate mechanisms
and they learn to make sense of the world through their bodily experience of it. Infants
begin as purely reflexive creatures. They have no self, motivations nor plans — only bodily
needs that they cannot satisfy. Through interaction with a care-giver, an infant first learns to
associate certain bodily actions with the satisfaction of certain biological needs, which gives
those actions meaning. As the infant develops, external stimuli causes reflex actions. The
infants are not intentionally selecting actions — they are executed automatically in response
to stimulus. Over time, a single stimulus becomes differentiated (associated with multiple
responses) which initiates the separation of stimulus and response and eventually leads to
mental representation. As the infant’s interactions with the world increase in complexity
so do the representations, and the flexibility of their application. This is the foundation of
spontaneous action, where the mental representations are so rich and differentiated that
they can occur in the absence of external stimulus. Constructivist theory appears to provide
an ideal model for a machine that learns constraints from its environment to generate visual
images.

Unfortunately, constructivist theory assumes a living creature with certain attributes: (1)
The agent’s self-constructing biological processes are the root of its agency and the founda-
tion for the self to develop. (2) The attribution of meaning to objects in the world requires
a care-giver to provide such meaning, and requires human-infant interactions in a social
context. (3) The embodiment required to learn in this way requires a rich multimodal sen-
sorimotor system, which is out of the scope of this research. While the latter two points are
feasible in a computational system, constuctivist development assumes a priori that the self
arises from an already autonomous system with innate drives related to its biological self-
construction. This is the central issue with a strict constructivist approach for this project: a
computational system is not similar biologically, nor socially, to an infant.

A computational system is a dynamic representation — a collection of arrangements of
matter and energy that function as signifiers. The meaning of signifiers results from a cul-
tural context shared by the reader (an agent who interprets signifiers) and the writer (an
agent who arranges signifiers6). Interpretation is the application of cultural knowledge to
the attribution of meaning to signifiers. The fact that computational representations are
dynamic (the writer may use one set of signifiers to describe the transformation, or gener-
ation, of another set of signifiers) does not change that they are representations and not
self-constructing and reproducing biological life. As noted by Searle [79], simulation and
reality may be confused, but this does not make them identical. Simulations are dynamic
representations that are validated against reality under specific circumstances, and under
these constraints the simulation may appear identical to reality. This equality only holds un-
der those specific constraints. A computational simulation of life / agency / consciousness

6The construction of signifiers is outside of the scope of this discussion.
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is not life / agency / consciousness. The utility of a simulation results from its reduction of
the complexity of a phenomenon for particular purposes and under particular constraints.
In order for a simulation to be identical to reality, it would have to be infinitely complex
(as reality is assumed to be), and while it would have all the properties of reality (from a
materialistic view-point), it would have little utility. One may ask about biochemical compu-
tation, are these simulations or life? In order for biochemical reactions to be computational,
they must be highly constrained to provide consistent states that can encode representa-
tional content. Provided those constraints do not rob the system of its living autonomy
(for example, by disabling self-construction), it could be considered somewhere between
representation and life.7

One of the central theses of cognitive science is that mind is inherently a computational
process. If mind is computational, then it is also representational. If it is representational,
then who reads or writes its signifiers? For whom do brain states have meaning? If the brain
states that hold representational content do not require interpretation [22] (do not require
a homunculus) then they are simply physical states that are causally linked to other states
— the mind is reduced to material.

Why the interest in cognitive theories of perception, mental imagery and dreaming if the
thesis that the mind is computational is not accepted? The significance of these theories
in the context of this project is twofold: (1) They are used to enrich the relation between
the art practise and scientific knowledge. The aim is not to construct a model that can be
validated according to scientific principals, but to use these theories as artistic material from
which to construct a work of art. It is their conceptual content that is most significant —
their empirical validity is secondary. (2) The context of this work provides an opportunity
for the criticism of these ideas, not strictly in terms of their conceptual plausibility, but in
terms of their far reaching implications in relation to phenomenological experience.

2.2 Methodology: Art-as-Research

One may ask: what is the research question associated with this project? Of course the
simple question is: Can a machine dream? The problem with this framing is that the question
is closed, suggesting a yes or no answer. The purpose of this research is not to answer the
question, but to hold a critical stance regarding scientific notions of dreaming and mental
imagery and examine them through artistic production. Can a machine dream? is not a
question, but an artistic proposition meant to propel the enquiry.

The central goal of this research is the construction of an artwork, and is thus an artistic
practise. The artwork is not only the computational process that is produced, but also the
texts and presentations produced during this project, including the dissertation itself. This
artistic practise aims for a deep contextualization of artistic choices and motivations from
philosophy, cognitive science, and developmental psychology, making this an art-as-research
project [11]. The methodological framework of this project extends from that used in the
construction of MAM, is described in [8, Chapter 6] and summarized in Figure 2.1. While
the theoretical influences and the mateial productions produced in this research differ from
those of MAM, the overall methodology is preserved.

7It is for this reason that a future version of the Dreaming Machine is planned whose processes will be causally
linked to a living biological system.

7



Interpretation

Artificial Intelligence

Creativity Theory
(Cognitive Science)

Art Practise

Conceptual

SiteSpecific

Electronic Media

Research

Thesis

Memory Association 
Machine

Publications

Realization

Production Journal

System Log

Subversion Log

Artist Statement & Title

Figure 2.1: This diagram shows the methodology from the masters thesis work from which
this research follows. Cognitive science, art and artificial intelligence on the left are the
theoretical context of the research and allows the realization of various concrete research
productions. These materials are reinterpreted by the artist, in relation to the theoretical
ground from which they arise, throughout the process.
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The methodology is composed of three major components: (1) Rigour is manifest through
the construction of the artwork using an iterative process of realization and interpreta-
tion. Realization is the manifestation of artistic choices in computational material as in-
formed by theory, while interpretation is the reconsideration of theory in reading and ob-
serving the computational system. This reflective practise [77] is documented in a pro-
duction journal [33], which is also reread and reconsidered through the development of
the project. (2) Validity of the practise results from the deep contextualization of com-
putational and artistic choices in the theory of dreams and mental images through theory
triangulation [27] with developmental psychologists, philosophers and cognitive and com-
puter scientists. (3) Contribution comes in the form of the artwork itself (described in
Chapter 4), which is a computational implementation informed by theories of dreaming
and mental-imagery. An additional contribution is the interpretive lens (presented in Sec-
tion 3.4) through which to consider the relation between perception, dreaming and mental
imagery.
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Chapter 3

Dreams, Mental images and
Perception

Theories of dreaming are significant in their potential to inspire the production of orig-
inative artifacts that may even be considered creative. This “Dreaming Machine” is not
considered an agent and therefore has no intention nor self-reflective evaluation of its con-
structions. It passively learns from structure in the visual environment that constrains the
construction of visual images meant to be appreciated by a human audience. This section
describes specific theories of dreaming, their relation to a theory of mental imagery and an
integrative interpretation of dreams, perception and mental imagery. Hobson’s AIM theory
of dreaming [30] is discussed in Section 3.1, in particular for its relation to the develop-
ment of the “protoself”. Nir and Tononi’s proposal that dreams are similar to mental images
(imagination) [66] is described in Section 3.2. Much attention has been paid to the possible
correlations between the objectively observable sleep stages, in particular Rapid Eye Move-
ment (REM), and dreaming. For simplicity, only REM and non-REM stages are referenced
in this section. Kosslyn’s Perceptual Anticipation Theory [45] describes mental imagery as
the construction of images in the early cortex decoded from long term memory, and is de-
scribed in Section 3.3. The chapter concludes with an integrative interpretation of these
phenomena where perception, mental imagery, and dreaming are considered highly related
and may be enabled by similar mechanisms.

3.1 Activation, Input/Output Gating, and Modulation (AIM)
(Hobson)

Hobson’s AIM model [30] is a successor to the “activation-synthesis” theory [31], and are
both neurologically oriented accounts that depend on a correlation between REM sleep and
dreaming. The AIM model is associated with a theory of the “protoself” in which dreams
provide a “. . . virtual reality model of the world that is of functional use to the development
and maintenance of waking consciousness” [30]. This “virtual reality” both reactivates neu-
ral pathways, and provides a simulator in which the protoself can develop. The protoself
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develops “. . . at first to account for and later. . . to take responsibility for what begin as en-
tirely automatic acts.” [30] These “automatic acts” are similar to the reflexive behaviours
conducted by infants according to constructivist developmental theory. Although for Hob-
son, the conscious self is an “illusion” that is causally independent of cognitive mechanisms.

The model describes the essential neurological aspects of dreaming, which are composed of
three dimensions that operate in parallel: (1) Activation: During waking and REM sleep, the
brain is highly activated and during non-REM sleep it is highly inhibited. Activation during
REM sleep is self-regulating and not driven by external stimulus. (2) Input-output gating:
During REM, the reticular activating system disconnects the body from the brain, resulting in
temporary paralysis. Once the brain is disconnected from the body, random PGO waves [12]
begin, initiating REM. These signals have been measured in the pontine brain-stem (P),
the lateral geniculate nucleus (G), and in the occipital cortex (O), but also “. . . occur in
sensori-motor systems in the forebrain.” These signals originate in the brain-stem and cause
activation of the sensory systems, in particular vision. (3) Modulation involves changes to
neurotransmitter levels during sleep: During REM, aminergic neurons are inhibited and
cholinergic neurons are activated, this leads to memory impoverishment, and may enhance
bottom-up activation from sensory regions. The dimensions of the AIM model constitute
a state-space where locations correspond to states such as lucid dreaming (high activation
with intermediate modulation and gating) and coma (minimal activation and modulation
with varying degrees of gating).

In “untitled iterations” [7] the author muses that consciousness is the ability to construct /
perceive structure from nothing but randomness. According to Hobson’s proposal, high-level
brain functions transform a random flow of sense-data into a cohesive, and even narrative,
subjective experience. This same process could construct convincing sensorial experiences,
even if the external world is nothing more than random sense data, which appears similar
to Solipsim. Hobson provides no discussion of the structure of these PGO waves, nor exactly
what is meant by randomness. This model is not supported by evidence that dreams have
been reported in non-REM sleep where PGO waves do not occur, as discussed in the next
section.

3.2 Dreams as Mental Imagery (Nir and Tononi)

Nir and Tononi [66] provide an alternative account that is rooted in a criticism of Hobson’s
theory. Hobson himself describes this inconsistency: “An important caveat is that although
the distinctive features of dream consciousness. . . are maximally correlated with REM sleep,
they are also found — to a limited degree — in nREM sleep. . . ” [30]. Hobson’s theory
depends on a correlation between REM sleep and dreams, and does not explain, and in fact
is weakened by, the notion of dreams in non-REM sleep. The qualities of the dreams that
occur in REM and non-REM sleep have been shown to have different characteristics, but
Hobson does not explain how non-REM dreams could occur in the absence of PGO waves.

Additionally, Nir and Tononi’s interpretation of Hobson’s model (according to [32]) involves
a change in the directionality of signal propagation, suppressing feed-back (top-down) and
enhancing feed-forward (bottom-up) connections: “High levels of acetylcholine in the ab-
sence of aminergic neuromodulation might enhance feed-forward transmission and sup-
press back-propagation” [66]. They cite lesion studies that “. . . suggest that dreaming is
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more closely related to imagination than it is to perception.” These studies indicate that
dreaming depends more on the fore-brain than the “brain-stem REM generator”. An area
of particular interest is Broadman’s area 40, which “. . . supports various cognitive processes
that are essential for mental imagery.” Damage to this area often leads to the total cessation
of dreams and subjects may also show deficits in visual-spatial abilities. Damage to the ven-
tromedial prefrontal cortex, for example due to lobotomy, leads to total cessation of dreams
in 70–90% of subjects, who also exhibited a “. . . lack of initiative, curiosity and fantasy in
waking life.” In general, damage to perceptual areas leads to deficits in both perception and
dreaming: “. . . lesions leading to impairments in waking have parallel deficits in dreaming.”

The development of dreams in infants appears to correlate with the development of mental
imagery, and not linguistic nor memory ability. Analysis of the content of children’s dreams
shows that the younger the child, the more simplistic the dream experiences. This is not due
to a lack of linguistic ability: “. . . although children of age 2–5 years can see and speak of
everyday people, objects and events, they apparently cannot dream of them.” The dreams
of children of this age are further characterized by having “. . . no characters that move, no
social interactions, little feeling, and they do not include the dreamer as an active character.
There are also no autobiographic, [or] episodic memories. . . ”. Children under 7 years report
dreams when awakened from REM sleep only 20% of the time, when compared to 80–90%
in adults. Nir and Tononi provide a compelling argument that dreaming may in fact be more
closely related to imagination (top-down) than perception (bottom-up), and therefore that
neural mechanisms used in mental imagery are in play in the case of dreaming.

Nir and Tononi do not provide citations that make the direct connection between abilities on
mental imagery tests, for example the Block Design Test [89], and the content of children’s
dreams. Indeed, a significant difficulty with their argument is the childrens’ reporting ability.
If there is a correlation between dreams and mental imagery and not linguistic ability, it
implies that the conceptual system that allows both mental imagery and dreams is different
(in terms of connections, access or network dynamics) than the conceptual system that
leads to linguistic ability. Nir and Tononi note that there is at least one significant difference
between dreaming and mental imagery: “. . . while imagining, one is aware that the images
are internally generated (preserved reflective thought).” The lack of reflective thought in
dreams could be explained by the modulation of neurotransmitters during sleep described
in the AIM model. The lesion studies cited are particularly problematic for a bottom-up
theory of dreaming.

A significant issue with Nir and Tononi’s account is: what causes the activation of fore-
brain structures that result in the mental images that occur in dreams? Hobson neatly
solves this problem with PGO waves. Both theories appear to be overly concerned with
brain directionality (bottom-up vs. top-down). Studies in attention make the case that high
level brain function effects lower-level perception [86], and the opposite is obviously the
case. Perhaps there is little difference between these two options. On one hand, random
PGO waves effect perceptual systems and lead to conceptual activation, and on the other
hand, the unknown activation of conceptual structures that result in perceptual experiences.
In both cases, perceptual and conceptual systems are activated. What is missing is the
mechanism by which concepts causally link to perceptual experiences (if they do at all). In
summary, Hobson considers dreams as the result of random PGO waves resulting in noise in
sensory areas that are interpreted by higher level processes, while Nir and Tononi suggest
the opposite — high level processes construct low level sensory activation that result in
mental imagery and dreams.
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3.3 Mental Imagery: Perceptual Anticipation Theory
(Kosslyn)

Kosslyn [45] describes the “Perceptual Anticipation Theory” where mental imagery depends
on the early visual system: “. . . mental images arise when one anticipates perceiving an
object or scene so strongly that a depictive representation of the stimulus is created in [the]
early visual cortex.” The act of imagining an object involves the construction of a sensory
impression of that object.

The patterns that define these mental images (visual long-term memory) are not stored
in the visual cortex, but are encoded, using “population coding” [84, 91], in the inferior
temporal lobes. In population coding, a pattern is not reflected in the firing of a particu-
lar neuron, but in the firing of a group of neurons. Unlike the arrangement of the visual
cortex, these representations are non-topographical and therefore implicit. They can only
be made explicit through the constructive activation of the topographically oriented early
visual system: “. . . image generation is not simply ‘playing backward’ stored information,
but rather is necessarily a constructive activity” [45]. These representations do not include
spatial information, which is encoded elsewhere.1

Once the images in long-term memory are reconstructed in the visual cortex, they are per-
ceivable using the same mechanisms as external visual perception. These imagined re-
constructions can be used to further conceptualize images propositionally or linguistically:
“. . . reconstructing the shape in topographically organized early cortex affords an opportu-
nity to reinterpret the pattern." According to this theory, activation in the visual cortex is
expected to occur when the task requires: (1) a higher resolution representation than is
afforded by the linguistic system, (2) a specific example of such an object, not a prototype
of a class and (3) the inspection of object-centric properties — not spatial relations.

Since the 80’s Kosslyn [41, 42, 43, 44] and Pylyshyn [72, 74, 75, 73] have been engaged in
a long standing debate on the nature of mental images. Pylyshyn’s “propositional” theory
contends that mental images are not images, but symbolic / propositional descriptions of
visual properties that do not depend on the visual system. Rather than being rooted in vi-
sual experience, these representations are composed of the same kinds of abstract symbolic
codes used in language. According to Pylyshyn, any activation in the early visual system
during mental imagery is spurious and nonfunctional. Dominic Gregory [25] attempts to
resolve these two views through a philosophical framework in which the intrinsically visual
content of mental images are at the forefront, and that the underlying format, or encoding,
contributes to impasse.

Kosslyn’s account is specifically focused on the early visual system and depends on the
notion that the inferior temporal lobe is correlated with the long-term storage of memory.
The role of the inferior and medial temporal lobes in perception and memory is questioned
by the “Emergent Memory Account” (EMA) as proposed by Graham, Barense and Lee [24].
According to the EMA, the medial temporal lobe is not simply a storehouse for memory,
but is specialized for high level visual representations that are used in both memory and
perception. If the EMA is correct, then mental imagery would involve much of the ventral
stream and may not even depend on the early visual system.

1For more information regarding the processing of object and spatial information see [23, 57, 65].
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(a) Hobson’s “bottom-up” generation of dreams
where random PGO waves, originating in brain-
stem, result in the construction of images in the early
visual cortex that are interpreted by the same mech-
anisms as used in perception.

(b) Nir and Tononi’s “top-down” generation of
dreams as similar to imagination. This figure also
corresponds to Kosslyn’s conception of mental im-
agery where images are constructed in the early vi-
sual cortex from encoded representations in the tem-
poral lobe.

Figure 3.1: Directionality in dreaming and mental imagery according to Hobson, Nir and
Tononi, and Kosslyn. It is presumed that by imagination Nir and Tononi are referring to
mental imagery and that mental images may or may not result in images being constructed
in the early visual cortex.

The cognitive and neurologically oriented theories of dreaming and mental imagery as-
sume that brains are simply computational systems. For the purposes of this research, this
assumption is valid because of the intended computational implementation. Additionally,
these theories largely side-step any issues of intention or consciousness, which is similarly
appropriate. While these features are useful for this project, they are problematic as they
pertain to dreaming and mental imagery in living creatures. The remaining text in this sec-
tion is devoted to a summary of the key conceptual components of these theories and their
dependence on computational metaphors.

Hobson describes the random activation of sensory regions (bottom-up) as a “virtual real-
ity” in which automatic and random actions are performed by cognitive processes and the
“protoself” develops to account, and take responsibility, for these actions. Nir and Tononi
propose the alternative account that dreams are not randomly initiated, but are the result
of similar, or the same, mechanisms that allow intentional mental imagery: Dreams are the
result of high level memory activations that result in the construction of images in sensory
areas (top-down). For Kosslyn, mental images are the decoding of implicit representations
in long term memory that result in the construction of explicit images in early visual cor-
tex, and is clearly a top-down process. The directionality of these accounts are depicted in
Figure 3.1.

The mental imagery and dream literature makes significant use of the terms “top-down”
and “bottom-up”. While these terms are appropriate in a representational system (where
the “bottom” are low level sensory representations that are increasingly abstracted into high
level abstract representations, such as classes) one must take care in considering where the
“top” of such a hierarchical system is. For the visual modality, the bottom is the early
visual cortex (or perhaps the retina itself), proceeds through the ventral stream through

14



the temporal lobe, through the hippocampal and perirhinal areas, and eventually leading
to the frontal lobe. This implies that the process(es) that interpret abstract representations
(eg. homunculus) are seated in the frontal lobe. One could certainly argue that a set of
unconscious cognitive processes are causally impacted by these representations and respond
accordingly, but the resulting behaviour would be reducible to the impact of the world (via
a chain of abstractions) — consciousness would be an illusion. Interpretation is considered
more than a causal reaction to stimulus. It is a proactive act that constructs meaning that is
not reducible to external stimulus.

These implications are important because the consideration of the brain as a set of reflex
processes, that allow increasingly abstract representations of sensory information, is implicit
in these theories. Hobson makes direct use of the computational notion of “virtual reality”
to describe his theory, which is dependent on both the notion of dream as representation,
and on computational metaphors. Kosslyn’s theory of mental imagery reads much like the
architecture of a computer. A sensory apparatus (camera) encodes an image into abstract
code (compressed) and stores it in memory. When the image is required the abstract rep-
resentation is found in memory, decompressed and presented on a visual buffer (display).
Kosslyn does not address why a particular encoded representation is chosen to be visual-
ized — beyond task requirements. These criticisms only apply to the conceptions of these
processes in living minds/brains, and do not impact the validity of their computational im-
plementation. In the following section, the conceptions of mental imagery and dreams are
discussed in relation to perception. While this discussion is meant to apply to these pro-
cesses in living agents, not computational systems — the language of the literature is still
used — specifically the dependence on the term “representation”.

3.4 An Integrative Interpretation of Perception, Mental Im-
agery and Dreams.

One aspect of the contribution of this research is a consideration of perception, mental
imagery and dreams as integrated phenomena dependent on similar mechanisms. There is
a history of empirical study focused on the relation between mental and perceptual images.
A common motivation is to uncover whether these two types of images are enabled by
shared mechanisms. The evidence described in this section directly compares the constraints
present in the perception of external stimulus with those influencing mental images. The
goal is not to provide an exhaustive survey or propose a cognitive theory, but link perception,
dreaming and mental imagery through their overlapping constraints, which presumably
result from overlapping mechanisms.

Early studies have shown a strong correlation between mental images, image recall and
perception. Often, image recall is considered synonymous with the imagination of a mem-
orized visual image, and subjects are often told to compare mental images and external
perception with their eyes open. In 1978 it was shown by Podgorny [71] that mental im-
ages and perceptual images could be directly compared as if they are visually superimposed
in the mind of the subject. Similar methodologies have demonstrated that perceptual and
mental images are limited by similar fields of view [18, 55]. In Marzi’s study [55] a subject
with damage to the early visual cortex had no perceptual ability in one quadrant but was
able to construct mental images in that quadrant. Most interestingly, perceptual constraints
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in the blind quadrant, specifically reaction time effects dependent on location of stimulus in
the field of view, did not apply to mental images. This indicates that the early visual cortex
modulates mental images but is not functionally required. In general, it appears that the
degree to which perceptual constraints impact mental images correlates with the subject’s
mental imagery ability — according to the Vividness of Visual Imagery Questionnaire [54].
The more vivid the imagery abilities of the subject, the more strongly perceptual constraints
apply to their mental images.

Mental image scanning experiments have shown that the scanning time of smooth pursuit
between perceptual objects appears to also apply in mental images that have been memo-
rized [46, 48], and even in three dimensions [69, 70]. It has also been shown that the scale
of objects in perceptual and mental images appear to take up similar amounts of the virtual
field of view, and that the virtual field of view has a limited resolution2 [62, 68, 49, 47].
There is also evidence for interactions between perception and imagery, including visual illu-
sions [60, 59], perceptual deficits during imagery [88] and the effect of the mental imagery
on the perception of subsequent perceptual images [16].

Recent advances in methodology, specifically fMRI decoding studies, have provided a more
detailed examination of the role of the early visual cortex in imagery. A number of studies
have supported the argument that perception and mental imagery may both make use of
shared representations in the medial temporal lobe [34, 39, 38, 67, 81, 1, 85, 35, 90, 84, 36,
76, 15, 14, 50, 82]. When taken together, these studies support the notion that perception
and imagery are similar processes and may be enabled by overlapping mechanisms. It is
possible that the abstraction of sense information into higher level concept-like representa-
tions is utilized both in perception and imagery. An interpretation of this evidence is that
mental imagery and perception are simply different network dynamics of the same system,
as suggested by Lee [50]. In the perceptual case, representations are activated by external
stimulus and during imagery, these same representations are activated by intentional pro-
cesses, presumably generated in the fore-brain. As it has been shown that the early visual
cortex is not always active during imagery [17, 5, 2, 3, 61, 10], the interpretation is that
there is no “visual buffer”, as described by Kosslyn, but rather that mental images are the
result of the constrained activation of these representations.

If dreams are the result of the activation of the same representations used in perception,
then what fore-brain processes cause these activations in the absence of external stimulus
and conscious intention? Nir and Tononi leave the question totally unaddressed despite
their proposal that dreams are similar to an intentional mode of thought — imagination.
The content of dreams is not entirely bizarre (unconstrained) and there is a significant
effect of waking perceptual experience on their content [83]. It is plausible that latent ac-
tivation in the network of concepts may serve as the starting point for a dream. This solves
the question of what causes the activation of high level representations during dreaming,
and explains the incorporation of waking experience into dreams. If the same networks are
used in waking perception and dreaming, it is likely that modulation of this network during
waking would impact the unintentional dream activation of the same network. If mental
imagery, dreaming and perception are different dynamics of the same network of represen-
tations, then this also opens the door for hallucination and day dreaming as modulations
of the same system. This research takes the position that dream cognition is contiguous
with perception: “We are dreaming all the time, its just that our dreams are shaped by our

2Objects imagined at relatively small scales take longer to interpret than objects at large scales.
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Figure 3.2: Perception is the activation of high level representations in the temporal lobe
from sensory information in the early visual cortex (solid arrow). Dreams and mental im-
ages arise from the latent activation of these very same representations (dashed arrow).
The grey arrow shows the presumed path of intentional activation during imagery.

perceptions when awake, and therefore constrained.” [87, Antti Revonsuo]. Dreams are a
slip away from external perception where internal activation takes precedence. This possible
link between dreaming and day dreaming is supported by the notion that day-dreaming pro-
vides “. . . autobiographical predictions necessary to successfully navigate the complex social
world” [78], which bares significant resemblance to Hobson’s theory of dreams as a “vir-
tual reality”. While perceptions are the activation of high level conceptual representations
caused by external stimulus, dreaming may be the activation of these same representations,
as caused by an internal associative process initiated by latent activation. Perhaps mental
images are a highly constrained form of dreaming where links between representations are
highly intentional and task-oriented. The integrative interpretation is pictured in Figure 3.2.
The solid arrow shows a perceptual process where activity in the early visual cortex causes
activations of high level abstractions in the temporal lobe. The dashed arrow shows dreams,
hallucinations, day-dreams and mental images as the activation of these same high level rep-
resentations from latent activation, or other brain areas. The difference between dreams /
hallucinations and day-dreams / mental imagery is that the latter result from intentional
control from other brain regions, as shown by the grey arrow, while the former arise from
unintentional network dynamics.
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Chapter 4

A Machine that Dreams

Art is considered an exploratory and critical practise that seeks to generate meaning and
enrich culture through the construction and exhibition of representations. The preceding
sections describe the critical stance toward theories of dreaming and mental imagery in re-
lation to the lack of agency in computational representations. The purpose of the critical
stance is to expose underlying assumptions of agency and the notion of brain, and therefore
mind, as computational process. The integrative interpretation steps back from neurologi-
cal details in order to emphasize wholeness and continuity between theories. The proposed
research is not only theoretical, but emphasizes the construction of an artwork informed
by the integrative interpretation and provides a site to facilitate discussion. The “Dream-
ing Machine” is not a creative agent, nor a model of dreaming nor of perception. It is a
perceptual-like computational process inspired by cognitive theory that is impacted by vi-
sual material from the environment and reflects that material in generative images framed
as machine dreams. Key conceptual aspects of the architecture follow directly from the
previous sections:

• The system extends the site-specific and generative approaches used in DM2 [9]: Im-
ages are captured from the environment and the relations between those images are
learned by the system and allow the construction of a network that represents those
relations. The key generative method is the propagation of activation between repre-
sentations (rather than symbolic inference) and allows complex combinations that are
constrained by the network.

• The degree to which the system is impacted by the external world is controlled by a
gating system inspired by Hobson [30].

• Dreaming is enabled by the same mechanisms as mental imagery, following from Nir
and Tononi [66].

• Both mental images and perception result from the activation of high level represen-
tations (percepts), and not the construction of images in the early visual cortex, as
proposed by Kosslyn [45].
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• The modes of cognition associated with dreaming also occur during waking: “We are
dreaming all the time, it’s just that our dreams are shaped by our perceptions when
awake, and therefore constrained.” [87, Antti Revonsuo]

The artwork is embodied in the simplistic sense that it forms a loop with the world such that
visual information in the world is processed and resulting images are presented back into
the world. It will include a perceptual system and the ability to recognize objects seen in the
past and associate objects according to the similarity of their features. A central issue is the
notion of “concept”, which is an extremely complex area, both from a computational and
developmental perspective. A concept is expected to be tied to an agent’s goals and actions
in the world, rather than an independent representation of knowledge. The proposed system
contains no atom that resembles the complexity of a concept, and no high level “task”
that constrains actions. The highest abstractions that represent objects in the system are
percepts — units of unimodal sensory information that allow continuity of an object over
time and are associated with particular properties. Percepts are nodes in a network that
contains the learned feature-based relations between objects. This network represents only
these relations and lacks high level symbolic links such as class hierarchy and concept-like
abstractions such as containment or quantity. When compared to an animal life, the lack of
depth and richness in the proposed system leads to a corresponding deficit in the machine’s
dreams. These sequences of images are not expected to resemble the complex narrative and
social interactions of adult dreams, but closer to the simple sensorially oriented dreams of
children, and presumably other animals.

Glossary of Terms

Patch: A region of pixels segmented from an input frame including an alpha mask.

Merging: The process of averaging multiple patches (occurrences of the same object at
different times) into a single percept (clustering). Patches are merged into percepts.

Percept: A perceptual unit that represents multiple patches seen in different frames.

Habituation: The more often a stimulus is repeated the less the response.

Dishabituation: When a repeated stimulus is no longer presented, future occurrences cause
an increasing response until there is no habituation effect.

Hebbian Learning: Neurons that are activated at the similar times tend to be connected to
a greater degree.

PERCEPUNIT: The class that stores both patches and percepts.

Where Features: Features that define the location of the patch/percept in time and space.

What Features: Features specific to the pixels themselves including colour and area.

Low Level Features: Features that are quickly computed and used in the merging process,
ie. CIEluv histograms.

High Level Features: Features that enable associative links between percepts in the per-
ceptual networks, ie. redness and largeness.
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Endogenous Activation: Neurons are activated internally rather than by external (exoge-
nous) stimulus.

Slow Wave Sleep (SWS): A sleep stage characterized by a high amplitude low frequency
EEG.

Zeitgebers: External cues that influence the entrainment of circadian clocks.

4.1 Proposed Architecture

This section provides a sketch of the design of the system that is expected be revised through
the development process. While the goal is a technical specification of each module, this
work is in progress and some modules are described in more details than others. Where
the exact technical details have yet to be determined, placeholder functions are presented.
Gaps between theory and implimentation exist on multiple levels: (1) The mapping between
computational processes and cognitive functions or neurological processes is not clear, and
(2) even if a mapping is accepted the levels of description in cognitive theory and compu-
tational implimentation differ. This theoretical gap, hereafter refered to as “the gap” allows
for greater artistic freedom.

An overview of the “Dreaming Machine #3” architecture is pictured in Figure 4.1, where
arrows define functional / causal dependence between modules. The details of each module
is described in each of the following sections. For some modules, a hypothesis is described
where the author’S aesthetic and behavioural expectations are included. VISUAL STIMU-
LUS is the raw sensory image provided to the system (via camera). VARIABLE STIMULUS

GATING modulates the degree to which external stimulus effects the rest of the system,
and corresponds to Hobson’s gating [30], except that gating is modulated to a degree and
not Boolean. FORGROUND and BACKGROUND SEGMENTATION break the visual stimulus into
components, which are clustered in the MERGING modules. Once the regions have been
merged, high level features and summary statistics are calculated by HIGH-LEVEL FEATURE

AND STATISTICS CALCULATION. For each high level feature (both where and what) a net-
work is constructed where nodes represent percepts and edges represent their relations,
which initially reflect similarity (Euclidean distance in feature space). These PERCEPTUAL

NETWORKS are an extention of the free-associative system used in DM2, and serves to prop-
agate activation between nodes. The brightness of visual stimulus entrains the CIRCADIAN

CLOCK, which modulates DREAM ACTIVATION and is further modulated by activity in the
PERCEPTUAL NETWORKS. This module controls VARIABLE STIMULUS GATING and modulates
the network dyamics in the PERCEPTUAL NETWORKS by altering the propagation functions.
Both perception and dreaming are manifest in the state of the PERCEPTUAL NETWORKS. In
the case of perception, network activation is the result of external stimulus, while dreaming
results from endogenous activation.
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Figure 4.1: Overall System Architecture

4.1.1 VISUAL STIMULUS

Purpose: Provide the system with visual images that embed the system in the physical
world.

Description: Visual stimulus is provided by a 1920 × 1080 pixel static Avigilon IP camera
capable of streaming H264 video, and providing still jpegs. The frame-rate will be
determined by the speed at which the rest of the system can run.

4.1.2 STIMULUS GATING

Purpose: Decrease the effect of external stimulus during a dream state.

21



Hypothesis: During the night, the lack of contrast will lead to little perception because
there will be fewer patches and those patches are likely to be more similar, and there-
fore more habituated to.

Description: The degree of “gating” is the degree that visual stimulus impacts the system.
While Hobson implies that gating is Boolean, if the brain is entirely disconnected from
the rest of the body, then external stimulus would never wake a sleeping animal. This
component modulates the degree to which non-habituated stimulus activates the PER-
CEPTUAL NETWORKS, discussed in Section 4.1.7. During waking, the majority of acti-
vation is a result of external stimulus. During dreaming, the majority of activation is
endogenous, and not a direct result of external stimulus. The degree of gating is man-
ifest in a modulation of the merging process, such that mergesa = mergesf × gating,
where 0 < gating < 1 and the number of actual merges (mergesa) is determined
from the degree of gating (gating) and the number of merges determined by feature
similarity (mergesf ).

4.1.3 FOREGROUND SEGMENTATION

Figure 4.2: Background model from test data.

Purpose: Separate foreground and background and then segment foreground areas in or-
der to provide the system with a rich and complex corpus of visual material to draw
from during dreaming and perception processes.

Hypothesis: Animals will be perceived as blurry shapes because their size and shape changes
over time. Human made vehicles will have defined edges similar to those of back-
ground objects.
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Description: The patches produced by both foreground and background segmentation are
not meant to resemble human perception, but simply form the corpus of material from
which dreams, perceptions and mental images arise. The foreground will be isolated
from the background as described in Algorithm 4.1, which is computed for each new
input frame. A background model (an example of which is pictured in Figure 4.2)
is constructed from the accumulation of live input frames. The model is similar to a
long photographic exposure where moving objects tend to disappear and static objects
tend to remain. All pixel values in each new input frame is filtered for morphology and
compared to the pixels in the background model. The resulting image is converted to
binary using a threshold and converted to a contour. Each contour (as there may be
multiple) is then used as a mask to extract the patch from the non-scaled input image.
The result is a patch (an instance of PERCEPUNIT) that holds the following parameters,
in addition to the pixel values and mask:

• CIELuv histogram

• Location in the frame

• Area (according to mask)

• Width and height of bounding box

• Frame number (location in time)

• Summary statistics “where” and “what” features, calculated during MERGING.

Algorithm 4.1 Background Subtraction

1. A background model is constructed by accumulating multiple input frames such that
background′ = (background × (1 − alpha)) + (frame × alpha), where background is
all pixels in the background model, alpha is the learning rate and frame is all pixels
in the scaled input frame.

2. Each input frame is compared to the background model such that white areas tend to
be foreground and black areas background.

3. The subtracted background is downsampled to 50% of the input frame size.

4. The resulting image is filtered for morphology to reduce noise.

5. The noise reduced image is converted to binary via a threshold.

6. The binary image is converted to contours.

7. Each contour is scaled back up and used as a mask to extract the corresponding region
from the full-resolution input frame.

8. Mask, cropped input frame, location, area, and time are stored in a new instance of
PERCEPUNIT.
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Figure 4.3: Segmented background patches drawn on a white background.

4.1.4 BACKGROUND SEGMENTATION

Purpose: Break background areas of visual stimulus into patches to increase the diversity
of the corpus of material.

Hypothesis: The stability of the background over time means that the edges will be well
defined and these patches will be photo-realistic. Different parts of the background
may be composed of patches captured at different times and therefore when dreamt
about will include a mix of lighting conditions and subtle changes.

Description: The bulk of the visual area of a public setting tends to be largely static, and
transforms subtly through light and movement. Including background patches in-
creases the richness of patches available, and allows a useful distinction between
objects (forground patches) and contexts (collections of background patches). The
segmentation procedure is described in Algorithm 4.2. The masks produced by the
segmentation are not calculated from the live input images, but from the background
model. This expensive segmentation will not occur for every frame, but at a fixed
interval. As the segmentation masks come from the accumulated background, they
will not take into account foreground objects in the live frame. Foreground contours
are extracted from the background masks so that patches contain only background
elements. Just as foreground patches, once each background patch is segmented it
is stored in a new PERCEPUNIT instance. Figure 4.3 shows a number of segmented
patches placed into a white canvas in their original locations.
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(a) A subset of eight similar
patches are centered.

(b) All sixteen patches are manu-
ally aligned.

(c) All sixteen patches are centered

Figure 4.4: Mockups of foreground percepts using patches segmented by system.

Algorithm 4.2 Segmentation Algorithm

1. Copy and scale down the background model

2. Normalize histogram of the copied background model

3. Morphology operations remove isolated noise

4. Crop image to remove edge effects caused by kernel operations.

5. Loop through all pixels in the image and do a flood-fill on regions that have not already
been filled.

6. Break if the area of the patch is below a threshold, continue otherwise.

7. If the filled area intersects with a foreground contour, then remove the contour from
the filled area.

8. Scale up filled areas to become masks to extract the corresponding pixels from the
input frame.

4.1.5 MERGING

Purpose: Reduce the redundancy of visual material provided by the segmentation system
and allow objects to be recognized in subsequent frames, which is required for habit-
uation.

Hypothesis: Percepts are abstractions of patches that represent objects occuring over mul-
tiple frames. It is this merging of patches that causes blurry edges depending on the
shape and luminosity stability of patches.

Description: Segmented patches contain highly redundant information as the bulk of the
area of each frame is not expected to change significantly between subsequent frames.
Foreground and background patches are treated differently: For foreground patches,
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the correlation between the histograms is the only feature used, as shape, texture and
location information is highly variable for moving objects, and scale/transformation
and lighting invariant features (eg. SIFT [51] and SURF [4]) are computationally in-
tensive. If the correlation between two subsequent histograms satisfy a certain thresh-
old, then those contours will be marked to be merged (clustered). For each pair of
frames the respective segmented patches are compared, merged and removed as de-
scribed in Algorithm 4.3. Figure 4.4 shows foreground patches segmented by the
system that are manually merged.

A similar process is used for background patches: Two subsequent patches in the same
location in the frame are assumed to match, unless their histogram correlation satis-
fies a particular threshold, in which case a new patch is constructed. As in foreground
patches, marked background patches are merged by the same method. In the case
of background percepts, summary statistics are calculated for colour histograms and
for time, but not for location in space (which is constant for a particular background
percept). These statistics reflect the range of the features of the patches that were
used in the construction of this percept, and are used when percepts are visually man-
ifested. A moving object could be manifest in any of the locations and scales that it
was perceived.

Algorithm 4.3 Merging Patches
For all patches in two subsequent frames:

1. Calculate Pearson’s correlation between histograms from patches in one frame to the
other.

2. If the correlation satisfies the threshold criteria then mark patches as matches.

For marked patches with the greatest novelty (to be discussed in Section 4.1.7) where the
number of patches is determined by the degree of gating:

1. Create new images and masks from the mean of images and masks from matching
patches.

2. Calculate the min, mean and max for low level “where” and “what” features.

3. Keep track of the number of patches merged in this percept.

4. Create a new PERCEPUNIT instance

5. Remove marked parents.

4.1.6 HIGH LEVEL FEATURES AND STATISTICAL CALCULATION

Purpose: While some features of patches are given by the segmentation directly, others may
require further processes and/or transformation to enable associative links between
percepts in the PERCEPTUAL NETWORKS.

Hypothesis: High level features will allow the propagation of activation between properties
readable by the audience, for example high level colour names, such as red and blue.
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Description: Position within the frame is provided by segmentation and does not require
abstraction. Area is the ratio between the area of the segmented region and the area of
the entire visual field—areafeature =

areasegment

areatotal
. The histogram values are converted

into high level descriptions representing colours, specifically pink, red, orange, brown,
yellow, olive, yellow-green, green, blue, purple, white, gray, and black. These are the
basic colour categories provided by the ISCC-NBS colour system [37]. Each percept
will be associated with each of these basic names to a degree, calculated according
to Algorithm 4.4, where the basic colour names are the centers of each colour region
and are bordered by limits specified by Healey [29]. If an input colour appears in one
of these regions, the degree to which the colour name applies is the distance between
the colour value and the regions centre.

The frame number provided by segmentation is an ever increasing integer and there-
fore needs to be abstracted to a high level feature. Each patch will be associated with a
time value that indicates both the number of circadian cycles, and the position within
a particular cycle, as described in Algorithm 4.5. The details of the circadian clock
are discussed in Section 4.1.9. Just as each percept stores summary statistics of its
constituent patches, the system keeps track of global feature statistics, as described in
Algorithm 4.6.

Algorithm 4.4 Conversion of Histogram Values to Colour Names and Degrees of association.

1. Calculate the mean for L, u and v CIE channels.

2. Test which colour region the mean uv values fall.

3. Test which luminosity region the mean L value falls.

4. Calculate the euclidean distance between the region centre and the mean Luv values.

5. Normalize distances such that the distance between region centres and boundaries is
1.

Algorithm 4.5 Conversion of frame count to circadian clock relative value

timeclock =
frameNum

clockfreq

The value of the frame counter is frameNum and the clockfreq variable is the number of
frames for one circadian cycle. The number of cycles is the integer component of timeclock,
while the position within a cycle is its the floating point component, where .5 would be the
middle of the cycle.
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Algorithm 4.6 Distribution and Summary statistics of patches over feature space
For each feature:

1. Break the feature space into a fixed number of histogram bins where each bin is asso-
ciated with a density and summary statistics.

2. For each bin, calculate the density (number of percepts), min, mean and max values
for all percepts whose features fall within that bin.

3. At an interval, normalize the density:

densitynorm = densityfeature ×
saturation

max(densityfeature)

where saturation = 216for a 16bit density array.

4.1.7 PERCEPTUAL NETWORKS
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Figure 4.5: Illustration of propagation between units in perceptual network during a per-
ceptual state.
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Figure 4.6: Illustration of propagation between units in perceptual network during a dream-
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Purpose

To allow the associative propagation of activation between percepts that are located nearby
in feature space and provide a structure with brain-like properties including simplified no-
tions of activation, Hebbian learning, habituation and inhibition. The goal of propagation
is to construct links between percepts based on their high level features. These networks
will be activated during both perception and dreaming. When a unit in the PERCEPTUAL

NETWORKS is activated, the corresponding percept is presented on the display.

Hypothesis

The propagation of activation of these networks will result in images that range from recall-
like reproductions of specific images (propagation constrained to a particular moment in
time), to abstractions that appear to bare little resemblance to reality (propagation through
high level features alone).

Description

The PERCEPTUAL NETWORKS are connections between the percepts collected by the system.
The propagation of activation, as constrained by the structure of the network, determines
nearly the entire aesthetic appearance of images produced by the system — not only in
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tems of the composition of individual images, but also the progression of those images over
time. As discussed in the introduction of this section, the gap provides a high degree of
artistic freedom. This is most significant for this particular module, which does not model
neurons nor concepts. The propagation functions can only be evaluated once the system is
implimented and begins to produce images.

Three possible approaches to the design of the perceptual network are considered: (1) The
units that represent percepts are memory units akin to those used in DM2 and the logic
of propagation would extend the design of those units, which were inspired by neurologi-
cal notions such as activation and inhibition.1 According to this approach, the purpose of
propagation is the movement away from areas in memory space similar to current stimu-
lus and toward areas containing contrasting percepts. Additionally, percepts are considered
atoms of memory and are not strictly neurons nor concepts. (2) Units are stictly consid-
ered neurons, and therefore the logic of propagation should be informed by the behaviour
of biological neurons. (3) Units are similar to concepts and links between them could be
informed by theories of analogy.

While any of these three approaches is feasible and defensible, due to the gap each has
the potential to lead research increasingly away from cognitive theories of dreaming. The
complexity of biological neuron behaviour is such that an entire Ph.D. could be devoted
to it, and still only scratch the surface. This complexity makes it unclear at what level of
abstraction would be appropriate for this project. During preliminary research on child
development, theory of concept development [52, 53, 13] and conceptual blending [26]
were examined. This area is also vast and only an entire Ph.D. (and perhaps not even
then) could do it justice. This approach makes the implicit assumption that percepts (or
at least collections of them) are like concepts, which implies class heirarchy and symbolic
abstraction. There is no clear a priori choice as to which approach is appropriate due to the
gap. A logical starting point is to continue with the approach used in DM2 and evaluate its
implications for the structure and appearance of the machine’s dreams. Any shortcomings,
technical or aesthetic, will lead to the incorporation of apects of the coneptual/analogical
and/or strict neurological approaches. Due to the vastness of these areas, care must be
taken not to significantly increase the breadth of theory already informing this research.

The purpose of the PERCEPTUAL NETWORKS are to allow activation to propagate beyond
percepts similar to the current stimulus (in the case of perception/day-dreaming) or the
current state of the system (in the case of dreaming) into areas of dissimilar percepts. This
is expected to contribute a sense of bizarrness that is common in dreams, and the orthag-
onal cognition common in day-dreaming. There are two major network groups: one de-
voted to foreground percepts and another for backgrond percepts. For simplicity, only the
background group will be described as the relation between these networks is not yet de-
termined.2 Each network group is composed of multiple networks corresponding to each
dimention of each high level feature (location in space and time—where, colour and area—
what) and composed of neuron-like units (NLUs) inspired by the units used in DM2 that
correspond to particular percepts. Each unit is associated with a particular degree of activa-
tion that is determined by external stimulus or another unit. During perception, activation

1The design of the DM2 [9] network was a refinement of that of MAM [8], which was inspired by Gabora’s
“beer can” theory of creativity [20, 21]

2Should activation pass between these network groups? Should there always be activation in both, such as
there will always be foreground and background percepts visible? Should there be a single network holding both
background and foreground percepts?
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is set to a high level in those units that have been merged. During dreams, activation is the
residual activation left in the system after perception, and is much lower in value. NLUs
propagate activation through the network and allow the association of percepts across mul-
tiple features.

The structure of one group of perceptual networks is pictured in Figure 4.5. Each orange
circle is a percept, which is tied to where and what features. There is a dedicated network
for each dimention of each feature, and can only propagate signals within that network.
Not all of the features associated with a particular percept are equally weighted. The global
summary statistics (described in Algorithm 4.6) are used to determine the degree of novelty
for a particular dimention of a particular feature. Novelty is the distance between a dimen-
tion of the feature of a percept and that of the corresponding bin of the summary statistics:
Novelty =

Dfp−binmean

binmax−binmean
, where Dfp is one dimention of one feature of the percept and

0 < Novelty < 1. A novelty of 0 means that Dfp is equal to binmean, and a novelty of 1
means that Dfp is equal to binmax. The sum of the novelty of all dimentions of a particular
feature is the novelty of that feature, and is normalized such that 0 < noveltyPn

< 1. The
feature with the greatest novelty is denoted the prominent feature. All percepts are given
initial links whose strength is inversely proportional to their Euclidean distance, and nor-
malized for the maximum distance for that feature: linkP1P2

= − abs(P1−P2)
distancemax

+ 1, where
0 < link < 1. The activation of units is effected by temporal inhibition such as once a unit
is activated it cannot be activated again until an undertermined refactory period as passed.

Perception

Hypothesis: Most common percepts will develop sufficient habituation as to not cause ac-
tivations in the perceptual network. Only moving objects and drastic lighting changes
will be activated and therefore visible on the display.

Propagation of activation differs in waking vs dreaming states. During perception, the prop-
agation of activation is modulated by habituation while during dreaming it is modulated
by novelty. During perception, the propagation of activation between percepts increases the
link strength between them (Hebbian learning). Habituation decreases the degree of activa-
tion of a percept, and is dependent on how often it has been activated in the past. For each
perceptual activation of a percept, its habituation is increased and the habituation for all per-
cepts is normalized for each time-step such that 0 < habituation < 1. In the absense of acti-
vation, the habituation to a particular stimulus recovers slowly over time (dishabituation).
The decay of activation between P2 and P1 varies according to the initial link strength and
degree of habituation—activationP2

= activationP1
×(α×linkP1P2

)×(−habituationP2
+1),

where 0 < activation < 1 and α is multiplier to adjust for the very small values of link,
which allows fine-tuning of the degree of decay and determines how far activation will
propagate.

An illustration of the propagation of activation is presented in Figure 4.5. Once visual
stimulus is segmented, all merged percepts are immediately activated to the degree of the
inverse of their habituation (activationinit = −habituationP + 1). This activation leads
to the presentation of those percepts on the display, with an opacity proportional to their
degree of activation. For example, the red box in Figure 4.5 is activated by the merging
process according to the inverse of its habituation. The prominent feature of the red box is its
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area, and thus activation is propagated only through the area network. The small green box
is the most activated because its link strength is greatest (having the most similar size) and
having little habituation. The small green box is then presented on the display quite faintly,
as the activation has decayed significantly. The most prominent feature of the small green
box is its colour, and thus the decayed activation is propagated through the green network.
This leads to the activation of the large green box, and so on. Due to habituation, the display
will reflect the attention of the system, where only novel or dishabituated stimulus is clearly
visible. The continuous activation of percepts by visual stimulus visually drowns out the
weaker dream-like activations between percepts in the network.

Dreaming

Hypothesis: Once the camera image becomes dark, and the circadian clock is entrained,
there will be periods where there is little chance of external stimulus and the clock
will indicate a dreaming state. The latent activation from perception will lead to
broader and increasingly complex activations that significanly diverge from perceptual
activations.

Figure 4.6 illustrates the propagation of activation during a dream state in which latent
activation is amplified during propagation, rather than being decayed as in perception. Ha-
bituation does not effect the propagation of activations during dreaming and the activation
of percepts in a dream-state decreases their link strength (which is increased during percep-
tual activation).

In Figure 4.6, an old box in the upper left holds latent activation (to a very subtle de-
gree) left by percepual processes and whose prominent feature is the time in which the
box was originally seen. The old box would be barely visible on the display — due to
this low activation. This small degree of activation is propagated through the time net-
work, where only the most similar percepts are activated, proportional to link strength
and novelty: activationP2

= activationP1
× (α × linkP1P2

) × noveltyP2
, where α > 1

and determines is the degree of amplification of signals during a dream state. The per-
cept most greatly activated (in the time network) is the old box in the lower left that is
more clearly visible on the display. Its prominent feature is its position in space. The old
box in the lower left is quite novel and significantly increases the activation through the
position network, which causes the new box in the lower left (location being it promi-
nent feature) to be clearly displayed. The activation is passed onto the new box’s promi-
nent feature, area, and so on. If the total activation of all of the networks grows above
a threshold, then α is reduced (

∑
activationPn

> thresholdupper → α = 1) and if the
total activation drops below a threshold, then α is restored to an undetermined value —∑
activationPn < thresholdlower → α = α′. This modulation keeps the system activated

at all times during a dreaming state, and could resemble the shifts between SWS and REM
sleep stages in animals.

Hallucination and Day Dreaming

Hypothesis: The high degree of habituation expected to occur during perception will lead
to periods where there is little perceptual activation. During these times, the latent

32



activation from the previous perceptual process will continue to propagate, amplified
and unipeded by perceptual activation. Perception is a starting point, but in the ab-
sence of continuous perception these dream-like activations gain dominance.

The major differences between dreaming and dream-like associations during waking (hallu-
cination and day-dreaming) are that during dreaming (1) perceptual activation is muted by
stimulus gating and (2) the rate of dishabituation. This rate is modulated by the circadian
clock such that habituation occurs only during waking.

One of the major contributions of this work is a conception of perception and dreaming in
relation to mental imagery. In short, the constructive aspect of perception and dreaming
are enabled by the same or similar processes that enable mental imagery. Mental imagery
is considered a set of cognitive processes that allow the construction of images in the mind.
These mechanisms are used in the construction of both perceptual images and dreams.
During waking, the associative and generative image-making abilities of the mind-brain
are tightly coupled to stimulus. In the absence of stimulus (or in the case of stimulus
being habituated to) activations of percepts are not constrained by stimulus and free to
propagate across broad associations. The less activation from visual stimulus, the more
likely a weaker activation between percepts will arise. This corresponds with starring off
into space and letting your mind wander. One functional theory of mind wandering is that
it provides an opportunity for dishabituation during “stimulus independent thought” [78],
which corresponds to the endogenous activation that occurs in day-dreaming and dreaming.
Habituation in the system will disipate both in day-dreaming and during dreaming, allowing
a broader range of perceptual activation in the future.

The reason for multiple networks is to enable associative links based on features, and allow
link strengths to be feature-specific. Percept A may be strongly linked to percept B in the
greenness network, but weakly linked in all other networks. Activation can pass between
the same percepts through multiple paths, enriching the complexity of their interconnec-
tions. As activation is only passed through the prominent feature of a percept, propagation
is greatly reduced despite the increase in the number of dimentions through which activa-
tion can pass. Hebbian learning, novelty, inhibition, habituation and the modulation of link
strengths serve to enrich the complexity of the behaviour of the perceptual networks.

4.1.8 DREAM ACTIVATION

Purpose: This is the module that controls the state of the system by changing the degree
of stimulus gating and switching between dreaming and waking propagation func-
tions as determined by the circadian clock and the total activation of the PERCEPTUAL

NETWORKS.

Hypothesis: When the perceptual network shows a high degree of habituation, due to a
constant stimulus, this lack of activity will facilitate dream-like activation during a
waking state — day-dreaming.

Description: Changes in the state of the system are dependent on the circadian clock (Sec-
tion 4.1.9) and provides a base rhythm of sleep/dream activation, which can be modu-
lated by activity in the perceptual system. This module directly controls the STIMULUS
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GATING module such that the effect of external stimulus on the PERCEPTUAL NET-
WORKS is muted. If there is little activity in the perceptual system, and the circadian
clock indicates a dreaming state, then only a high degree of overall activation in the
perceptual system will switch the system to a perceptual state until the clock indicates
the next waking state.

4.1.9 CIRCADIAN CLOCK

Purpose: The activity in the life of an animal is not uniformly distributed over time. Greater
activity (and visual change) may occur during the day, while movement and visual
contrast may decrease at night. The circadian clock learns this rhythm of activity and
influences the activation of the dreaming process.

Hypothesis: The system will stabilize into a wake during the day and dreaming at night
pattern, depending on the activity in the area of installation. Highly novel stimulus
could wake the system despite the state of the clock.

Description: In many animals, sleep states are managed by a circadian clock which is influ-
enced by the brightness of visual stimulus, social interaction and exercise [58, 80, 19].
In the proposed system, the circadian clock is entrained only by the brightness of vi-
sual stimulus, in the absense of other zeitgebers. The clock is a slow oscillator whose
amplitude reflects the brightness of visual stimulus. The calculation of the fequency
of the clock is not yet determined, but a placeholder function is described in Algo-
rithm 4.1.9.

Algorithm 4.7 Calculation of Circadian Clock

clock = f(mean(Linput))

Wheref is a yet to be determined function which depends on Linput, the mean luminosity
of the whole current input frame, to entrain an the circadian oscilator.

The above sections sketch out the design of the proposed system. Key conceptual aspects
of the design include the consideration of dreaming and perception as enabled by the same
or similar mechanisms as mental imagery, the continuity of dream and waking states, the
use of habituation as an inverse of attention, the use of latent perceptual activation as the
starting point for a dream, and the use of a circadian clock to drive waking and dreaming
states. In the next section a prototype of the system is described, which will be exhibited
during the 2012 New Forms Festival.

4.2 Perceptual Prototype (New Forms Festival)

A prototype of “Dreaming Machine #3” is slated for exhibition at the New Forms Festival
(NFF) from September 13th to 16th, 2012. This will include a short residency period from
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approximately September 6th through the exhibition. The residency period will consist of
the refinement of a prototype of the PERCEPTUAL NETWORKS with a focus on the aesthetic
possibilities of the system. The evolution and exploration of aesthetic implications of theo-
retical and technical choices will be presented as still images printed on an ink-jet printer
and projected animations of the propagation of activation of collected percepts. The exhibi-
tion will consist of a studio space where the artist will work during the residency to generate
exhibition materials. After the public opening of the festival, the presence of the artist will
provide an opportunity for the audience to engage in the discussion regarding the concept
and purpose of the project, as well as the range of aesthetic productions by the system.

The system will include versions of many of the modules described in Section 4.1, but will
be simplified and are intended to run offline. The system will be divided into three pro-
cesses that will run independently: (1) The VISUAL STIMULUS process will dump one 1080p
frame per second to disk over an approximately ten day residency and exhibition period to
be used for future development.3 This process will run through the residency and exhibition
period. (2) The images written to disk will be read by a second process composed of the
following modules that provide percepts to the PERCEPTUAL NETWORK: FOREGROUND SEG-
MENTATION, BACKGROUND SEGMENTATION, MERGING, and the HIGH LEVEL FEATURES AND

DENSITY CALCULATION. The percepts constructed by these modules will be written to disk,
and the process will be run manually and periodically. (3) The PERCEPTUAL NETWORKS

will read patches off disk and generate images and animations that will be presented in the
installation space. As these processes are independent, each can be modified without effect-
ing the other processes. This segregation of modules will lead to a system where dreaming
and mental imagery processes are decoupled from external stimulus. The productions of
the perceptual network would then be demonstrations of perceptual-like and dreaming-like
images and sequences, where the difference results from differences in the way activations
are propagated. This exhibition provides a opportunity to present work-in-progress in an art
context, develop an early prototype that will be refined through future development, and
allow the public to engage with conceptual aspects in discussion with the artist that may
inform future development.

3The test data used in current development is a one hour sequence of 30fps 1080p video frames captured on an
HDV camera.
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Chapter 5

Time-line and Production Plan

5.1 Previous Work

Date Milestone
Summer 2008 Masters of Science Complete
September 2008 to August 2009 CCA Production Grant for Dreaming Machine #1 and #2.
September 2009 Start of Doctoral Studies
April 2010 Completion of Coursework
May 2011 Completion of Annotated Bibliography
July 2011 Pass of Comprehensive Examination
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5.2 Doctorate Plan

Date Module / Task Milestone

August 2012

BACKGROUND SEGMENTATION

NFF Prototype
FOREGROUND SEGMENTATION

MERGING

HIGH LEVEL FEATURES AND DENSITY CALCULATION

September 2012 PERCEPTUAL NETWORK

October 2012

Refinement of above modules

Prototype 2
STIMULUS GATING

DREAM ACTIVATION

CIRCADIAN CLOCK

Dreaming and Mental Imagery Paper Paper

November 2012
Integration of Modules and Processes Prototype 3
System Description Paper Paper

December 2013 Analysis of Production Log. Outline.

Dissertation

January 2013 Introduction, Background and Methodology
February 2013 Motivation, Dream and Imagery Theory

March 2013
System Description
Demonstration of System Behaviour

April 2013 Conclusion and Editing
May 2013 Editing and Refinements
June 2013 Defence
July 2013 Printing and Library Submission
August 2013 Graduation
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5.3 Conferences and Exhibitions

Date Conference / Exhibition / Competition Format
September 13th–16th, 2012 New Forms Festival (confirmed) Exhibition
November 28th–December 6th, 2012 SIGGRAPH ASIA (pending) Exhibition
TBD, 2013 ICCC Deadline n/a
April–June, 2013 Vilém Flusser Residency (pending) Exhibition
April 11–20, 2013 Images Festival (pending) Exhibition
April, 2013* Creativity and Cognition Deadline n/a
June, 2013* ICCC Paper
June 7–16, 2013 ISEA Exhibition
January, 2013* SIGGRAPH 2013 Deadline n/a
July 21–25, 2013* SIGGRAPH 2013 Exhibition and Paper
July, 2013* VIDA Life Competition Competition
July, 2013* Transmediale 2013 Deadline n/a
November, 2013* Creativity and Cognition Conference Paper
January, 2014* Transmediale 2013 Exhibition
* Denotes estimated dates based on previous year.
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Chapter 6

Conclusion

This research is an artistic enquiry of cognitive conceptions of dreaming and mental imagery.
The interest in dreams is inspired by the emphasis on the intentional act in meta-creation.
Theory of dreams provides a compelling alternative framework in which to consider cre-
ativity as intrinsic to general cognition and not necessarily intentionally driven. Two major
conceptions of dreaming are considered: (1) Hobson considers dreams the random acti-
vation of sensory areas, in particular vision, from the brain-stem. These random activa-
tions are interpreted by the same mechanisms as external perception. (2) Nir and Tononi
provide an alternative account based on the fact that dreams occur in the absence of the
very brain-stem signals on which Hobson’s theory depends. For them, dreams are more
like imagination and involve the construction of visual images from high level brain func-
tions. Imagination is considered analogous to mental imagery, which Kosslyn proposes is the
transfer of encoded and implicit representations in the temporal lobe into explicit images
in the early visual cortex. These theories are critiqued, rejected and/or integrated into a
single interpretation that proposes: (1) Perception, dreams, mental imagery, day-dreaming
and hallucinations are dependent on the same or similar networks of high level abstract
representations of sensory information. Mental images and day-dreams are the result of
intentional activation of these networks, while hallucinations and dreams result from un-
intentional activation. (2) The activation of high level perceptual networks occurs during
perception and therefore dreaming is considered contiguous with waking perception, and
differs only in terms of network dynamics.

The central contribution of this art-as-research is the construction of a site-specific genera-
tive artwork whose processes are inspired by cognitive conceptions of dreaming and mental
imagery. The artwork is meant for long term public exhibition where a large amount of vi-
sual material may be collected over weeks, months or years. The architecture of the system
includes features inspired by cognitive theories, including: (1) The degree to which the sys-
tem is impacted by the external world is controlled by a gating system inspired by Hobson.
(2) Dreaming is enabled by the same mechanisms as mental imagery, following from Nir
and Tononi. (3) Both mental images and perception result from the activation of high level
representations (percepts), and not the construction of images in the early visual cortex, as
proposed by Kosslyn. (4) The state of the system is modulated by a circadian clock that is
entrained by the brightness of visual stimuli.
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The proposed system is not a model of dreaming, but an artistic examination of cognitive
conceptions. The hope is that (1) this work inspires approaches to meta-creation that de-
pend on the long-term collection of materials from the physical world, (2) that such systems
are able to construct images that range in style from photo-realism, through photo-collage
and painterly abstraction to colour fields. Scientific models and theories are useful not only
for the validation of empirical evidence, but also for how they reflect our cultural concep-
tions of ourselves. The use of these models in this work is meant to provide richness and
complexity of theory in the architecture, as well as provide a site for the examination and
discussion of the implications of cognitive and computational conceptions of mind.
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