
1 System Design

Introduction here

1.1 Glossary of Terms

Patch: A region of pixels segmented from a frame, includes an alpha mask

Percept: The clustering of multiple patches seen at different frames, into a sin-
gle representation. Patches are merged into Percepts.

Merging: The process of averaging multiple patches into a single percept, ie
clustering.

PERCEPUNIT: The class that stores both patches and percepts.

Where Features: Location of the patch/percept in time and space.

What Features: Colour and area.

Low Level Features: Features that are easily computed and used in the merg-
ing process, ie. CIEluv histograms.

High Level Features: Features that allow links between percepts in the percep-
tual networks, ie. Redness.
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1.2 Components of the Architecture
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Figure 1: Overall System Architecture

Visual Stimulus

Purpose: Provide the system with visual images that causally link the system
to the physical world.

Hypothesis: Not Applicable.

Implementation: Not required
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Description: Visual stimulus is provided by a 1920 × 1080 pixel static Avigilon
IP camera capable of streaming H264 video, and providing still jpegs. The
frame-rate will be determined by the speed at which the rest of the system
can run.

Stimulus Gating

Purpose: Decrease the effect of external stimulus during a dream state.

Implementation: Not implemented.

Hypothesis: The system will ebb and flow between perceptual activation and
imagery / dream activation.

Description: The degree of “gating” is the degree that visual stimulus impacts
the system. Stimulus that is habituated (habituation vs sensory adap-
tion?) to has less causal impact on the state of the perceptual system than
novel stimulus. This component modulates the degree to which habitu-
ated stimulus activates the perceptual network, discussed in Section 1.2.
During waking much activation of perception and memory is a result of
external stimulus. During dreaming much activation is internally gener-
ated, and not a result of external stimulus. The degree to which retinal
images are merged with percepts. No merging means no perception. This
“gating” could be manifest where the number of mergable patches actu-
ally being merged is proportional to the degree of gating. 1 means 100%
of mergable patches are merged, 0 means that no patches are merged.
Not based on features, but based on mean brightness of whole frame and
circadian clock.

Foreground Segmentation

Purpose: Separate foreground and background to treat moving and static patches
differently in their conversion to percepts.

Implementation: Not implemented.

Hypothesis: Foreground objects will appear as blurry shadows because they
are merged according histograms and their size and shape change over
time.

Description: The foreground will be isolated from the background using a
background subtraction method, as described in Algorithm 1. A back-
ground model is constructed from an accumulation of live input frames,
which have been scaled down, that act as a long exposure where moving
objects tend to disappear and static objects tend to remain. Each new
input frame is filtered for morphology, and then compared to the back-
ground model. The resulting image converted to binary using a threshold,
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and converted to a contour. Each contour (as there may be multiple) is
then used as a mask to extract the patch from the non-scaled input image.
The result is a patch (an instance of PERCEPUNIT) that holds the following
parameters, in addition to the pixel values and mask:

• CIELuv histogram

• Position in the frame

• Area (according to mask)

• Width and height of bounding box

• Frame number (location in time)

Algorithm 1 Background Subtraction

1. Input frames are converted to grey, interpolated and down-scaled.

2. A background model is constructed by accumulating these input frames
across a number of frames. For each new frame the background is contin-
uously adapted.

3. Each frame is compared to the background model

4. The resulting image is filtered for morphology (reducing noise)

5. The noise reduced image is converted to binary via a threshold

6. The binary image is converted to contours

7. Each contour is scaled back up and used as a mask to extract the corre-
sponding region from the full-resolution input frame.

8. Masks, cropped input frames, location, area, and time are stored in a new
instance of PERCEPUNIT.

Background Segmentation

Purpose: Break background visual stimulus images into patches to provide the
system with a rich and complex corpus of visual material to draw from
during a dream process.

Implementation: Implemented

Hypothesis: The background will stay fairly constant but not fill the whole
frame. Different parts of the background may be composed of patches
captured at different times and therefore be a mix of lighting and colours,
depending on how these patches are activated.
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Description: The bulk of the visual area of a public setting tends to be largely
static, and transforming subtly through light and movement. Including
background patches increases the richness of patches available in mem-
ory, and allows a handy distinction between objects and contexts. As
background objects are not moving, segmentation is based on somewhat
contiguous luminosity features. The segmentation procedure is described
in Algorithm 2. The masks produced by the segmentation are not calcu-
lated from the live input images, but from the background model. This
expensive segmentation will not occur for every frame, but at an inter-
val related to the interval at which the background model is updated. As
the background model changes slowly, it’s more stable than the live in-
put frames. Masks need not be recalculated for every frame, as the back-
ground model changes slowly over time. As the segmentation masks come
from the accumulated background, they will not take into account fore-
ground objects in the live frame. Foreground contours are then subtracted
from the filled regions so patches only contain background patches with-
out foreground objects. Each patch is stored in a class PERCEPUNIT with
the same properties as foreground patches.

Algorithm 2 Segmentation Algorithm

1. Copy and scale down the background model

2. Normalize histogram of the copied background model

3. Morphology operations to remove isolated noise

4. Crop image to remove edge effects caused by kernel operations.

5. Loop through all pixels in the image and do a flood-fill on regions that
have not already been filled.

6. If the resulting image intersects with a foreground contour, then subtract
the contour from the mask.

7. Scale up masks to extract the corresponding image from the input frame.

Merging of patches into Percepts

Purpose: Reduce the redundancy of visual material provided by the segmenta-
tion system.

Implementation: Partially implemented

Hypothesis: Percepts become higher level representations of patches that are
persistent over time and enable the notion of a repeated stimulus.
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Description: Due to the static nature of the camera, and the small area of mov-
ing objects in the constructed environment, the segmented patches con-
tain highly redundant information. By reducing the redundancy patches
are abstracted from retinal-like images to produce percepts. This reduc-
tion also facilitates further processing on percepts. Foreground and back-
ground patches are treated differently. For foreground patches, the cor-
relation between the histograms is the only feature used, as shape and
texture information is highly variable for moving objects, and scale/trans-
formation and lighting invariant features are computationally intensive. If
the correlation between two subsequent contour histograms satisfy a cer-
tain threshold, then those contours will be marked to be merged. At a reg-
ular interval, all marked patches are merged, creating new percepUnits,
and parent units are removed, as described in Algorithm 3. A similar
process progresses for background patches: Two subsequent patches in a
similar location in the frame are assumed to match, unless their histogram
correlation satisfies a particular threshold, in which case a new patch is
constructed and new patches in that location are compared to all percepts
in that location. As in foreground patches, marked background patches
are merged by the same method. In the case of background percepts, fea-
ture distributions are calculated for histograms and for time, but not for
location in space. These distributions reflect the range of the features of
the percepts, and are used when these percepts are visually manifested.
A moving object could be manifest in any of the locations it was seen, in
space and time.

6



Algorithm 3 Merging Patches

1. Calculate the correlation between histograms of two subsequent patches

2. If the correlation satisfies the threshold criteria then mark patches as
matches.

For all marked patches:

1. Average all pixel patches and masks, regenerate histograms

2. Average width, height, area and position of each patch.

3. Calculate the min, mean and max for “where” features for all matched
patches.(For time, should this is the absolute frame numbers, or the circa-
dian clock numbers?)

4. Keep track of the number of patches merged in this percept.

5. Create a new PERCEPUNIT instance

6. Remove marked parents.

(Another option is to start with the patch closest to the mean, and then weight
other patches according to their distance from that patch.)

Calculation of High Level Features

Purpose: While some features of patches are given by the segmentation di-
rectly, others may require further processes and/or transformation to pro-
vide high level associative links between percepts.

Implementation: Not implemented

Hypothesis: High level features will allow the propagation of activation be-
tween readable properties of objects, for example high level colour names,
such as red and blue.

Description: Position within the frame and area are provided by segmentation
and do not require abstraction. The histogram values are converted into
high level descriptions representing colours, specifically redness, green-
ness, blueness, yellowness, lightness and darkness. These are calculated
from the Luv histograms as described in Algorithm 4. Additionally, the
frame number provided by segmentation is an ever increasing integer and
therefore needs to be abstracted to be a high level feature. The frame
number will be converted to a value that reflects the time the patch was
segmented relative to the circadian clock of the system. Each patch will be
indexed relative to the time of day as well as grouped by whole days since
the system has started. The details of colour conversion is included in
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Algorithm 5, while the details of the circadian clock are discussed in Sec-
tion 1.2. Just as each patch stores a local copy of the distribution of the
features of the patches that went into its construction, the system keeps
track of the global distribution of high level and patch provided features,
as described in Algorithm 6.

Algorithm 4 Conversion of Histogram Values to High Level Colour Concepts
Not yet determined.

Algorithm 5 Conversion of frame count to circadian clock relative value
Not yet determined.

Algorithm 6 Distribution and Summary statistics of patches over feature space

1. Break the feature space into a fixed number of cells.

2. For each cell count the number of percepts whose features fit in that cell.
(16 bit histogram)

3. For each cell, calculate the min, mean and max values for all associated
percepts

4. At an interval, normalize the histogram
(Since the density will be inaccurate after removal of patches, the normal-
ization should be non-destructive.)

max = minMaxLoc( f ea tu re ) ;
featureNorm = fea tu re ∗(pow(2 ,16)/max ) ;
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Figure 2: Illustration of propagation between units in perceptual network

Purpose: There are two sets of perceptual networks, one for foreground and
one for background percepts. Each of these sets of networks is com-
posed of interlinked networks, one for each high level feature (location in
space and time, colour and area). The nodes in these networks are units
inspired by biological neurons that correspond with particular percepts.
These units propagate activation and also include neuron properties such
as Hebbian learning and inhibition. The network allows the association
of percepts across multiple features. Patterns of activation (groups of ac-
tivated percepts) are concept-like abstractions of particular percepts. The
goal of propagation is to increasingly abstract away from specific collec-
tions of features into similar but more rarely occurring percepts. Future
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work may involve a second further abstracted network where nodes rep-
resent patterns of activations in the perceptual network. The patterns of
activations within this higher level network would begin to approach the
abstraction of concepts.

Implementation: Not implemented.

Hypothesis: The propagation of activation of these networks will result in im-
ages that range from nearly perfect reproductions of specific retinal im-
ages, to abstractions that appear to bare no resemblance to reality.

Description The preceding diagram represents the structure of the perceptual
system. For simplicity only the foreground networks are represented. It
is unclear if activation should be propagated between the foreground and
background networks. Each orange circle is a percept, which is tied to two
sets of features: where in space and time, and what in terms of colour and
area. Each feature has its own network, and can only propagate signals
within its own network. Each feature of a percept has a particular degree
of novelty in relation to the global distribution of features. This novelty
is the distance between the feature of a percept and the distribution in
the corresponding global cell (Novelty =

Fp−Dmax

Dmax−Dmean
), where Fp is the

feature of the percept, and D is the distribution cell. A novelty of 0 means
that the feature is equal to the distribution max, and a novelty of 1 means
that the feature is as much as an outlier from the max, as the max is from
the mean. Negative novelty indicates that the feature already falls within
the distribution.(or it could be Novelty = (Fp − Dmax) × 1

Ddensity
) For

a particular percept there is both the total novelty—the sum of the nov-
elty of each of its features, and a prominent feature—the feature with the
greatest novelty.

In the above example, which corresponds to a “dream” or hallucinatory
process, the "small red" percept is activated. The area feature most promi-
nent, and thus activation is propagated through the area network. The
activation decays with distance, the inverse of the density of the distri-
bution, and the degree of habituation of the post-synaptic unit: For per-
cepts P1 and P2 activation′ = activation − abs(P1 − P2) × densityP2

+
habituationP2(May need a constant in there. This could also take into ac-
count the novelty of P2, how to bound the novelty measure? I’d rather be
multiplying the activation, not subtracting from it.), where activation de-
cay is the density of P2’s cell multiplied by the absolute distance between
both percepts, plus the degree of habituation of P2. Habituation is the
degree to which the percept is not activated, as a function of how often
it has been activated in past perceptual states. For each activation habit-
uation increases(should be non-linearly for biological plausibility) while
it decreases with the passage of time—dishabituation. Percepts with high
habituation whose features are located in highly dense areas of the fea-
ture space are less likely to be activated because activation is more greatly
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decayed in those cases.

The area feature of the “small green” percept is activated because the ac-
tivation is above a particular threshold. Each time a signal is propagated
through a particular link, it is strengthened.(manifest in a weight vec-
tor associated with the percept? (referring to all other percepts)) Once
"small green" is activated, that activation is passed to its most prominent
feature—the green aspect of the "red-green" feature, and then propagates
accordingly.

The reason for multiple linked networks is to enable associative links
based on features, and allow link strengths to be feature-specific. Activa-
tion can pass between the same percepts through multiple paths, enrich-
ing the complexity of their interconnections. As activation is only passed
through the strongest feature of a percept, only one network is active at a
time while still allowing for activation to pass between networks.

Sleep / Dream Activation

Purpose: This is the module that controls the state of the system. The system’s
state modulates the continuous processes of the system, and are described
in Part 1.3).

Implementation: Not implemented.

Hypothesis: When the perceptual network shows a high degree of habituation,
this lack of activity may allow the emergence of dream-like activation—
day dreaming.

Description: Changes in the state of the system are dependent on the circa-
dian clock and modulated by the degree of activation in the perceptual
network. The circadian clock provides a base rhythm of sleep/dream ac-
tivation, which can be modulated by activity in the perceptual system. If
there is little activity in the perceptual system, and the circadian clock
indicates a sleeping state, then the system will enter a sleep/dream state
and only a high degree of activation in the perceptual system will wake it.

Circadian Clock

Purpose: The activity in the life of a creature is not uniformly distributed over
time. Greater activity (and visual change) occurs during the day, while
things slow down and become more static at night. The circadian clock
learns this rhythm of activity and modulates the activation of sleep and
dreaming processes.

Implementation: Not implemented.
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Hypothesis: The system will stabilize into a wake during the day and sleeping
at night pattern, depending on the activity in the area of installation.

Description: In humans, our sleep states are managed by a circadian clock
which is influenced by the brightness of visual stimulus, exercise, social
interaction, etc.. In the system, the circadian clock is influenced by both
the degree of activity in the perceptual network, and the brightness of
the stimulus. Both these cues are expected to line up, as changes in the
visual environment at night are likely unremarkable compared to the ac-
tivity during daylight, even in a city. The clock will be manifest as a slow
oscillator whose amplitude will reflect the degree of activity in the world
(and the perceptual network). The calculation of amplitude of the clock
is shown described in Algorithm 1.2.

Algorithm 7 Calculation of Circadian Clock
Not yet determined.

clock = f(histinput,
∑

(ActvityPn
)

Wheref is a function which depends on histinput (the histogram of the whole
current input frame) and Activity (the sum of the activations of all units in the
perceptual network).

1.3 System Processes

Perception

Implementation: Partially Implemented.

Hypothesis: Most common percepts will develop sufficient habituation as to
not cause activations in the perceptual network. Likely only moving ob-
jects and drastic lighting changes will be visible on the display.

Perception is a multistage process where raw stimulus data is abstracted into
percepts that root the perceptual system. First, sensor images are segmented
into patches, as described in Section 1.2 and Section 1.2. As this aspect of the
project is less emphasized, these regions are not meant to match human percep-
tion, but simply a means to break a raw image into patches that form the corpus
of material from which dreams arise. For each generated percept, formed from
the merging of patches, the corresponding unit in the perceptual network is ac-
tivated. Each of these activations increases the degree to which that percept is
habituated to, which decreases the degree of future activation. This is mani-
fest in the presentation of that percept on the display, with a transparency that
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corresponds to the degree of activation. In the perceptual condition, the dis-
play will reflect the attention of the system, areas that have been habituated
to, since that have not changed, will not be visible. Areas that are moving or
have changed recently will appear much like a photographic image, and may
resemble the raw image from the camera. The difference lies in that this image
is constructed from remembered components. As each percept is activated and
presented its degree of habituation increases, and over time objects that con-
stantly appear eventually stop causing activations. The continuous activation
of percepts by visual stimulus drowns out possible weaker activations between
percepts in the network. (This requires that the perceptual frame-rate matches
the propagation frame-rate. This could be a problem if segmentation is too slow,
as it would no longer dominate the weaker internal activations.)

Hallucination and Day Dreaming

Implementation: Not Implemented.

Hypothesis: The high degree of habituation expected to occur during percep-
tion will lead to periods where there is little perceptual activation of the
perceptual network. During these times the latent activation from the pre-
vious perceptual experience will continue to propagate. Perception would
be a starting point, but in the absence of continuous perception these
activations gain dominance, and although weaker, are strong enough to
activate perceptual units and present imagery to the viewer.

One of the major contributions of this work is a conception of perception and
dreaming in relation to mental imagery. In short, the constructive aspect of
perception and dreaming are enabled by the same processes that enable mental
imagery. We also argue that mental imagery and dreaming are highly related,
and the process of waking perception is much like dreaming and mental im-
agery. During waking, the associative and generative image-making abilities of
the mind-brain are tightly coupled to stimulus. In the absence of stimulus (or in
the case of all stimulus being habituated to) dreams and mental images are not
constrained by stimulus and free propagate across broad associations. The less
activation from visual stimulus, the more likely a weaker activation between
percepts will arise. When unconstrained by external stimulus, activations be-
tween percepts begin. This corresponds with starring off into space and letting
your mind wander.

Dreaming

Implementation: Not Implemented.
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Hypothesis: Once the retinal image becomes dark, and the circadian rhythm is
trained, there will be periods where there is almost no chance of external
stimulus. These states could begin similarly to Day Dreaming, but are
much longer and totally devoid of perceptual activations.

The combination of habituation, increasingly dark imagery during the night,
and the circadian clock would lead to extremely low perceptual activations, al-
lowing weaker activation within the perceptual network to take precedence.
This activation is not driven by stimulus but results from activation within the
perceptual system(Calling it the perceptual network is confusing since its ac-
tive during non-perceptive dreaming.) as inspired by latent activation. As in
a waking state, the activation within the perceptual system takes some time to
dissipate, even after the lack of activation from the sensory system. This la-
tent activation is the starting point of a dream. The qualities of activation are
modulated in a dream state compared to the waking state, and in the absence of
continuous stimulus, the associative process (propagation of activation) spreads
through the system, calling up percepts, even habituated ones, freely.

If dreaming/daydreaming ignore habituation, then it needs different logic than
perception, making it a distinct state that is not continuous with perception. Per-
haps habituation for the whole network drops when its highly habituated, when
there is no activation in the perceptual network due to habituation, then habit-
uation for the whole network suddenly drops? Rather than pruning, dreaming
speeds up dishabituation. This would also happen in day-dreaming though,
does that make sense?

The above subscribes to a causal conception of meaning where stimulus from
the outside world causes representations in the system. Dreams are then an
emergent result of activation within the memories whose connections result
from the world and are inspired by latent activation from previous perceptual
experiences. Perception is the default state and enables dream content.

Another option (Llinás) is incompatible with this causal conception because it is
the internal (thalamocortical) activation of the network that is constant and is
only interrupted by external stimulus. In this case internal activation (“dream-
ing”) is the default state and allows for perception. This begs the question,
where did this internal activation come from? Random? Likely emerges from
the growth of the system during development. This “intrinsic” activation is likely
also the root of agency and autopoiesis. The reality is likely that both internal
and external activations result in embodiment, but this requires a living agency
(spontaneous growth).
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